
Appendix 1: A strict maximum likelihood explanation of MaxEnt 
 
 
This Appendix contains the step strict maximum likelihood explanation of MaxEnt (sMLe), 

step by step. An extended version, with all intermediates, is provided in the monograph by 

Halvorsen (2013: 19Ð25). Equation numbers follow Halvorsen (2013), with Eqs 1Ð6 of the 

main text of the present article given in bold, within square brackets. 

 The sMLe of MaxEnt is based on the following data model: Consider a study area that 

is conceptualised as a rasterised geographical space, divided into NT equal-sized, quadratic 

grid cells or pixels. A set of presence observations for a modelled target (for simplicity 

referred to as the targeted, or modelled, species) is given by the observed presence (OP) 

vector C = [c1, ..., ci, ..., cN]T, which consists of records of observed presence in n grid cells (ci 

= 1) and the information that presence or absence is unknown for the remaining NT Ð n cells 

(ci = 0). The modelling may make use of all NT grid cells or, alternatively, a subset with N of 

these cells, N ! NT , as background observations. The n presence cells are, by definition, 

included among the N background cells. The N Ð n non-presence cells are referred to as 

uninformed background cells (Halvorsen 2012). We adopt the sorting convention that grid 

cells i = 1, ..., n are the n observed presence cells and i = n + 1, ..., N are the uninformed 

background cells. An N " s matrix 𝐙 =    Z! ,… ,𝒁!  with s explanatory variables as column 

vectors, is also provided. Each 𝒁! = 𝑧!!! ! ! ! !"
!
 contains elements zij  that are #raw$ values 

for the jth variable in grid cell i. All ! !  are recorded for each of the N observation units. 

 In generative MaxEnt [i.e., MaxEnt applied to presence-only data (Dud’k and Phillips 

2009), as opposed to discriminative MaxEnt which uses presence/absence data], the response 

variable actually modelled is the vector !  = [! 1, ..., !i, ..., !N]T. The vector !  is defined as the 

true probability that one specific presence cell, selected at random from all true presence cells 

(i.e., the n observed presence cells plus an unknown number of uninformed background cells 

in which the modelled target is actually present), is grid cell i (Phillips et al. 2006). The 

response vector !  thus consists of true probability values (i.e., a set of values that sum to 1) 

! i, one value for each of the N  background observation units. MaxEnt approximates (models) 

the vector !  by a vector of output estimates Q = [q1, ..., qi, ..., qN]T that, by definition, is 

scaled so that the qi values sum to 1 over the N  background grid cells. Q  is therefore, just 

like ! , a probability distribution.  

 In principle, the MaxEnt model Q is a function of the s supplied explanatory variables 

given by ! . However, rather than using the ! !  directly in the modelling, ! !  are represented by 
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m transformed explanatory variables X = [X1, ..., Xk, ..., Xm], each Xk = [x1k,É, xik,.., xNk]
T. The 

Xk are often referred to as ÔfeaturesÕ in accordance with machine-learning terminology (e.g., 

Phillips et al. 2006, Phillips and Dud’k 2008, Elith et al. 2011) but here we follow Halvorsen 

(2012) using the term Ôderived variableÕ, which better accords with statistical terminology. 

The general relationship between DVs Xk and EVs 𝒁! is given by transformation and back-

transformation functions h and hÐ1 defined as follows: 

 

 𝑿! ! ! ! ! !𝒁! = ! !
! !(𝐗) (2)       (2)  

 

By definition, the vector Q of generative MaxEnt model estimates for the N grid is a discrete 

probability distribution, i.e., that 𝑞!!
!!! = 1. The qiÕs are functions of m + 1 mode 

parameters "  = [#0, #1, ..., #k, ..., #m]T and the EVs Zj as represented by the m DVs, 

conditioned on 𝑞! = 1!
! : 

 

 𝑞! =   𝑔!′(𝑍!) = ! ! !𝑋!!  (4) 

 

where Zi = [zi1,É, zij,.., zis] denotes row vectors of Z, i.e., the values for the s explanatory 

variables recorded for grid cell i, and Xi = [xi1,É, xik,.., xim] denotes row vectors of X, i.e., the 

values for the m derived variables in grid cell i, 𝑔!′ is the MaxEnt model expressed as a 

function of the #raw$ EVs and the parameter vector " , and 𝑔! is the model expressed as a 

function of the DVs and " . The predictions qi from a MaxEnt model, expressed in terms of Xi 

by (4), can be back-transformed to a function of Zi by use of (2): 

 

 ! ! ! !! !
! ! ! = 𝑔!! ℎ!

! ! ! ! !)  (6) 

 

 Maximum likelihood estimation implies a search for the parameter vector "  (the 

model Q" ) that maximises the likelihood of obtaining the vector !  of true, underlying values 

! i of the modelled response (Hastie et al. 2009). Accordingly, a maximum likelihood solution 

to modelling of the overall ecological response implies finding the set of parameters % that 

maximises Pr% (!  | Z); the probability of !  given the environmental conditions Z. Note that 

most statistical analyses rest on the assumption that observations of the response variable are 

independent and identically distributed, drawn from the population of all possible 

observations. In the context of distribution modelling by MaxEnt, this implies that (1), the 
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probability that one particular presence cell i0, selected at random from all presence cells, is a 

specific grid cell ia, is independent of (2), the probability that the cell i0 is ib, for all pairs of 

grid cells ia and ib. 

 When PO data are used for distribution modelling, we do not know if the modelled 

target is really present or absent in the N Ð n uninformed background cells. Let us consider the 

rasterised observed presence or absence (OPA) vector B = [b1, ..., bi, ..., bN]T; the first n 

elements of which being observed presence grid cells (ci = bi
 = 1), followed by n+ Ð n 

uninformed background cells in which the modelled species is actually present (ci = 0 and bi = 

1) and by N Ð n+ absence cells (bi = ci = 0). The maximum entropy principle (Jaynes 1957a, 

1957b), laid out by Phillips et al. (2006) as #the idea ... to estimate a target probability 

distribution by finding the probability distribution of maximum entropy (i.e., that is most 

spread out, or closest to uniform), subject to a set of constraints that represent our incomplete 

information about the target distribution$, emphasises that only reliable information shall be 

used to estimate ! . The reliable information about sites where the modelled target is present 

consists of grid cells with observed presence (ci = 1) because we know for sure that ci = 1  

bi
 = 1. The model with best fit to reliable PO data is the model Qs which approximates !  = 

[! 1, ..., !i, ..., !N]T by the discrete probability distribution vector Qs = [q1, ..., qi, ..., qN]T, the 

elements of which are: 

  

 𝑞!!! =
!
!
  for  𝑖 = 1,… ,𝑛  
0  for  𝑖 > 𝑛  

 . (15) 

 

The vector Qs is an important reference distribution for MaxEnt modelling. The model Qs is 

the model with best fit to reliable information about the modelled target because it separates 

the n presence cells from the N Ð n uninformed background cells. From a maximum 

likelihood estimation perspective, the model Qs is the saturated model, i.e., the model that 

accounts for all variation in the response variable, conditioned on the uninformed background 

grid cells being treated as pseudo-absence observations, i.e., as surrogates for real absence 

observations. Another important reference model is the null model Q0, the model for which 

the available explanatory variables are of no use, or are not used, for predicting the presence 

observations. The null model attributes to all grid cells the same probability of being a 

randomly selected presence grid cell i0. With N grid cells, the null model is the model with 

elements 𝑞!!! !
!

!
 for all i. 
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 A basic principle in statistical modelling is to seek for the most parsimonious model,  

i.e., the model which best combines simplicity (in terms of m, the number of model 

parameters) and predictive ability (Hastie et al. 2009). With PO data, we do not know which 

among the uninformed background cells i, i > n, that are presences and which are absences. 

However, we do know with absolute certainty that the modelled target is present in observed 

presence cells, i.e., cells for which ci = 1, because ci = 1  bi
 = 1. In MaxEnt, restriction to use 

of reliable information is accomplished by maximising the likelihood of the presence cells 

only, i.e., to use !  = ! S, with elements ! S,i = qS,i given by expression (4), as the reference 

with which all models are compared. MaxEnt shall thus maximise the likelihood for Q, given 

that the true probability distribution is ! S, and Q shall be a vector of maximum likelihood 

estimates: 

 

 Q = ! ! !𝑞! ! ! !   (16)  

 

 For a set of independent observations, the likelihood of obtaining one particular vector 

Q"  = [q1, ..., qi, ..., qN]T, i.e., one specific parameterisation of the model, is the product of the 

likelihoods for the N qi values. Since the model estimates Q"  by definition is a probability 

distribution, the likelihood L"  of Q"  is therefore obtained as the product of likelihoods for 

each observation i:  

 

 𝐿! =    𝑞!!
!! !   = 𝑞! ∙!

!!! 𝑞!
!
!!!!!   = 𝐿!! · 𝐿!!   (19)[1] 

    

In accordance with the maximum likelihood principle, we seek the model Q"  that maximises 

the fit of the data to ! S, i.e., the model that maximises 

 

 𝐿! = Pr  (! ! ! !
!

!
!!! , ! ! !!

!! ! !"   (! ! ! !! !!! ! ! !!
! ! ! ! ! . (20) 

 

 The fundamental principle of generative MaxEnt modelling (Jaynes 1957a, 1957b, 

Dud’k et al. 2007, Dud’k and Phillips 2009, Shipley 2010), to maximise ! !! instead of ! ! , 

implies that the model Q"  that maximises the likelihood of the n presence sites is searched for 

rather than the model that maximises the likelihood of all N sites. This is a fundamental 

difference between MaxEnt and, e.g., GLM (Shipley 2010). The model that optimises 𝐿! !  is, 

however, likely to be close to the model that optimises 𝐿!  because improving ! ! ! &by 
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increasing the likelihood qi for a presence grid cell i (ci = 1; i ! n) towards 
!

!
 necessarily 

implies lowering of qi for at least one uninformed background cell and, hence, improvement 

of !" !(𝜋! ! !! !!! ! ! !  and the likelihood ! ! !  for uninformed background cells (ci = 0; i ' n). 

 Because a > b implies that ln a > ln b, the model parameter vector !  that maximises 

! ! !  also maximises !" 𝐿! ! , given by 

 

 !" ! ! ! ! !" !" !!! ! ! ! !
!

!
!!! ! ! !!

! ! ! != !" ! !
!
! ! ! . (21)[2] 

  

This expression is the Kullback-Leibler divergence (Kullback 1959), an information theoretic 

measure of the extent to which two vectors $ * = [! 1, ..., !i, ..., !n]
T and Q* = [q1, ..., qi, ..., qn]

T 

= !" !!! ! ! ! !
!

!
!!! ! ! ! !differ (Phillips et al. 2004, Dud’k et al. 2007, Shipley 2010, Elith et al. 

2011). 

 Since all estimated probabilities qi are < 1 by definition, ln qi < 0 for all i and hence 

!" ! ! ! < 0. Maximising (21) can therefore be accomplished by minimising ! ln ! ! ! . By 

convention, the quantity minimised in Maxent software is not ! !" ! ! !  but this quantity 

divided by n, which we denote !" ! !  or, equivalently, !" ! !  (for model t), depending on the 

context: 

 

 !" ! ! ! !
!

!
! !" ! ! !  (22) 

 

By inserting (21) in (22), and using (4), we obtain: 

  

 !" ! ! !
!

!
! ! !" 𝑞!!

!!! ) (23)[3] 

           = 
!
!

!" !(𝑔! ! ! )!
!!!   

 

 Della Pietra et al. (1997) prove that the MaxEnt distribution [the distribution that 

minimises (23)] is the Gibbs distribution: 

 

   ! ! = 𝑔! 𝑋! = 𝑒!!! !!!!"!
! ! ! , (24)[4] 
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in which #0 is a #normalising constant$ that ensures that the set of N qi values satisfy the 

condition of summing to 1. Accordingly, the MaxEnt distribution is defined by the set of 

parameters 𝛩 which minimises the negative normalised log-likelihood (Dud’k et al. 2007). 

Combining expressions (23) and (24) gives: 

 

 !" 𝐿! =!
!
!

ln  (𝑒!!! !!!!"!
!!!!

!!! ). (25)[5] 

 

This quantity is known as (the empirical) log loss (Phillips et al. 2006, Dud’k et al. 2007, 

Phillips and Dud’k 2008). 

 The demand on #0 that the N qi values shall sum to unity makes #0 dependent on the 

other parameters #k as follows: 

 

 ! !
!
! ! ! = 1 

 𝑒!!𝑒 !!!!"!
!!!!

!!! = 1  (26)  

 

Solving for (26) for ! !! gives 

 

 𝑒!! = !

! !!!!"
!
!!!!

!!!
 (27) 

 

from which is follows that the constant #0 is given by 

 

 𝜃! =! ln 𝑒 !!!!"!
! ! !!

!!! . (28) 

 

Simplifying the expression for log loss given by (25), we obtain:  

 

 ln 𝐿! =
!
!

(− ln 𝑒!!)!
!!! − !

!
ln!

!!!   𝑒 !!!!"!
!! !  

 

 !
!

!
! ! ! ! ! ! !

!

!
! ! 𝑥!"

!
! ! !

!
! ! !  

 

 = ln ! !!!!"!
!!!!

!!! − 𝜃! ∙ ! !∗!
!!!  (29) 
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where 𝑥!
!  is the mean of derived variable Xk in the n observed presence cells (ci = 1; i ! n). 

 Parameters % = [#0, #1, ..., #k, ..., #m]T of the best model are found as the solutions of 

the m equations: 

 

 
! !" !!
!! !

! ! ! ! ! ! ! ! ! !  (30) 

 

Differentiating (18) with respect to #k gives: 

 

 
! !" ! !

! !!
= 0 

 

  
![!" ! !!!!"

!
!!!!

!!! ! ! ! !! !
!!

! ! ! !

! ! !
! !  

 

 
! !" ! ! ! ! !"

!
! ! !!

! ! !

!!!
− !( !!∙!!

∗!
!!! )
!!!

= 0 

 

 

!( ! !!!!"
!
!!!!

!!! )
!!!

! !!!!"
!
!!!!

!! !

! ! !
! ! !  

 

 
! !" ! ! ! ! !"

!
! ! !!

! ! !

! ! ! ! !"
!
! ! !!

! ! !

! ! !
!  

 

 
!

! ! ! ! !"
!
! ! !!

! ! !

! ! !" ! ! ! ! !"
!
! ! !!

! ! ! ! ! !
!  (31) 

 

Inserting (27) in (31) gives: 

 

 ! ! ! ! ! !" ! ! !!!"!
!!!!

!!! = 𝑥!∗  

  

 𝑥!"𝑒!!! !!!!"!
!!!!

!!! = 𝑥!∗  (32) 

 

Finally, inserting (24) in (32) gives 
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 𝑥!"!
!!! 𝑞! = 𝑥!∗  (33) 

 

 Expression (33) provides the set of conditions that have to be satisfied for a model QM 

to be the maximum likelihood MaxEnt model: for all derived variables Xk, the weighted sum 

of derived variable values 𝑥!" over all N grid cells using qi as weights, which we denote 𝑥!, 

shall equal the average of Xk over the n observed presence cells (ci = 1), 𝑥!∗ .  

  

 𝑥! = 𝑥!∗    (34)[6] 

 

Because the qi sum to unity over i = 1, ..., N, ! !  is the weighted average of Xk, using qi as 

weights. 

 The condition given by (34), that the mean of each derived variable Xk, weighted by qi,  

i.e., ! ! , shall equal the empirical mean ! !
!  in the subset of presence cells, applies to all derived 

variables. This condition which we have derived from the maximum likelihood principle, 

corresponds exactly to the constraint on the MaxEnt distribution implicit in the machine-

learning implementation of the MaxEnt principle by Phillips et al. (2004, 2006). Dud’k et al. 

(2007) show that finding the solution of maximum relative entropy under the constraints 

given in (34) is equivalent to minimising the log loss given by (29). 
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Appendix 2: Nested MaxEnt model comparison tests 
 
 

This Appendix contains the derivation of four tests for comparing nested MaxEnt models, all 

based upon the strict maximum likelihood explanation of MaxEnt (sMLe). An extended 

version of the derivations, with all intermediates, can be found in the monograph by 

Halvorsen (2013: 35Ð38). Equation numbers follow Halvorsen (2013), with Eqs 7Ð9 of the 

main text given in bold, within square brackets. 

 

The likelihood-ratio test 

 

Let QtÐ and Qt denote nested MaxEnt models; QtÐ being a submodel of Qt. This means that all 

derived variables in QtÐ are also included in Qt, and that Qt contains one or more derived 

variables not included in QtÐ. The likelihood functions for presence observations for QtÐ and 

Qt, ! ! ! !!  and ! ! !! , are combined into the likelihood ratio, LRtÐ,t, as follows: 

 

 !" !! !! =
!!,!
!!!,!

 (53)  

 

By use of the chi-squared approximation of the log-likelihood ratio (e.g., Hastie et al. 2009) 

and inserting (22) for the likelihood functions in (53), we obtain: 

 

 2 ∙ ln 𝐿𝑅!! ,! ~  χ!!!!!!
!  

 2(ln!! ! !! ! !" 𝐿!!,!)~  χ!!!!!!
!   

 2𝑛(ln 𝐿!! − ln  𝐿!))~  χ!!!!!!
!   (54) 

 

where χ!!!!!!
!  denotes the chi-square (%2) distribution with mt Ð mtÐ degrees of freedom. mt 

and mtÐ denote the number of parameters in the respective models (the intercept #0 included). 

In terms of variation accounted for, given by [7], we obtain 

 

 2𝑛((ln  𝐿! − 𝑣!!)− (ln  𝐿! − 𝑣!))~  χ!!!!!!
!  

 2𝑛(𝑣! − 𝑣!!)~  χ!!!!!!
! ; (55) 
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i.e., that 2n multiplied with the difference in variation accounted for by the two models 

approximates a chi-square distribution with degrees of freedom equal to the difference in 

number of parameters between the two models. In terms of residual variation of the models, 

given by [8], we obtain from (54): 

 

 2𝑛((𝑤!! − ln  𝐿!)− (𝑤! − ln  𝐿! ! )~!χ!! ! !!!
!  

 2! (𝑤!! − 𝑤!)~  χ!!!!!!
!   (56) 

 

The likelihood-ratio test can be applied to all pairs of nested models, including the saturated 

and null models. 

 

The sequential F-ratio test 

 

Using expression (56) for comparison of Qt with the saturated model QS, and the fact the 

residual variation wS of the latter is 0, we obtain 

 

 2𝑛(! ! ! 𝑤! )!   ! ! ! ! !!!
!    

 2𝑛! ! ! !! !! ! !! !
!   (57) 

 

where & denotes the appropriate degrees of freedom for the saturated model, i.e., the effective 

number of independent observations of the response variable. The term #Ð1$ results from the 

definition of mt, the number of parameters in model Qt, which includes the intercept. The ratio 

of two (2-squared distributions, normalised by the appropriate degrees of freedom, is F 

distributed (Myers et al. 2002). Accordingly, we obtain from (56) and (57) the F statistic for 

comparison of nested MaxEnt models QtÐ and Qt. 

 

 𝐹!!!!! ! !! !! ! ! ! !

!!! ! ! ! ! )
(! !! !

! !
!

!!
!!!!!!

= (!! ! ! ! ! ! !! ! ! ! ! ! ! !

! ! ! ! ! ! ! ! ! !
  (58) 

 

This statistic follows the F distribution with mt Ð mtÐ and & Ð mt Ð mtÐ degrees of freedom so 

that the F-ratio test for comparison of nested models, typically used to compare nested GLM 

models (e.g., Sokal & Rohlf 1995, Zuur et al. 2007), also applies to MaxEnt models.  
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 Halvorsen (2013) shows, by comparison of results of F-tests with different alternatives 

for & with Maxent runs on randomised data sets, that & = N Ð n is the appropriate degrees of 

freedom for the residuals in the MaxEnt null model. Inserting for & in expression (58) gives: 

  

 𝐹!!!!!! ,!!!!!!!! =

(!!!!!!)
(!!!!!! )

!!
!!!!!!!!

= (!!!!!!)∙(!!!!!!!!)
!!(!!!!!! )

. (59) 

 

The degrees of freedom are given by the number of parameters #k in the respective models. 

Note that each derived variable of the (non-complex) spline types (cf. Table A3.1) is 

associated with one and not with two degrees of freedom because all values xki of a ranged 

spline derived variable (DV) are uniquely determined from zki once the position of the knot is 

fixed. 

 

Penalised information statistics 

 

The maximum likelihood explanation for MaxEnt opens for variable selection based upon 

model optimisation criteria (OC) that use statistics of the penalised likelihood (PL) type, of 

the general form given by: 

 

 PL = Ð2 á (log-likelihood) + ' á (m +1) (60) 

 

where m is the number of parameters in the model. In general, penalised information statistics 

for model optimisation use the deviance [minus 2 " (the difference in log-likelihood between 

a model and the corresponding saturated model)] as a measure of model performance and the 

number of model parameters (plus one) as a measure of model complexity. With ) = 2, 

expression (60) becomes the AIC (Akaike$s information criterion; Akaike 1973) as given by: 

 

 !"# ! ! ! !(log-likelihood) + 2(m +1). (61) 

 

With ) = ln & (where & is number of independent observations of the response variable; that 

can be set to N Ð n; see above), expression (60) becomes BIC (the Bayesian information 

criterion; Schwarz 1978), which penalises model complexity stronger than AIC for larger data 

sets ('  > 2 for & ' 8).  
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 The expression for AIC given by (61) is adapted to MaxEnt models Qt by inserting 

(22) and [8] in (61): 

 

 !"# ! ! ! ! ∙ ! ! (!" ! !  Ð !" ! ! ) + 2(m +1) = ! ! ! ! ! wt + 2(m +1) (62) 

 

 For BIC, the following expression is obtained: 

 

 BIC! = −2 ∙ 𝑛 ∙ wt + ln (N Ð n)(m +1) (63) 

 

Randomisation tests 

 

If realistic null models can be generated, e.g., by randomisation of the training data, a 

randomisation-test (permutation, or Monte Carlo) approach to comparison of nested models 

may perform better than the F-ratio test or tests based upon penalised likelihoods because 

randomisation  tests have fewer implicit assumptions. Randomisation tests imply that models 

QtÐ and Qt are compared by randomising the targeted EV Zj ( i.e., the EV that is represented 

by DVs in Qt but not in QtÐ) U times, for each randomisation deriving the appropriate new 

DVs from the randomised EVs, and finding the MaxEnt model that corresponds to these DVs. 

For each of the U + 1 MaxEnt models, Qt and U models for randomisations of the relevant 

subset of Zj, Qt,u, a test statistic such as the difference in variation accounted for by the model, 

vt or vt,u, and the variation accounted for by model QtÐ, vtÐ, is recorded. A p-value for the 

randomisation test is obtained by counting the number of times, U0, a randomised model 

performs better than the reference model Qt: 

 

 𝑝 =    !!!!
!!!

. (64) 

 

Because all DVs derived from the same explanatory variable make up a dependent variable 

set, the randomisation test cannot be applied to individual DVs derived from the EVs. 

 
  


