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Supplementary material 

 

Appendix 1: The use of a logistic curve and a probabilistic approach to control for how 

gradual the species response is to the environmental gradient. 

Connecting habitat suitability with probability of occurrence 

We will call here suitability values the numerical values on an arbitrary scale that 

express how ‘likely’ a species is to occupy an area based on environmental conditions. These 

suitability values need to be translated into a probability of occurrence before they can 

actually be used to generate presence-absence data. A number of statistical approaches have 

been developed to translate continuous variables into a probability distribution, the simplest of 

which is the logit function:  
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       Eq. A1
 

where pi is the probability of occurrence of the modeled species at location i, and Yi is a 

function of the environmental gradients at location i. Though Yi can be any arbitrary function 

of environmental variables, it is often simply taken to be a linear function of a habitat 

suitability index, x, that integrates the effect of all pertinent environmental variables into a 

single, continuous variable on an arbitrary scale: 
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       Eq. A2
 

where β is the inflection point of the logistic curve at 50% probability of occurrence, and 1/α 

is the slope of the logistic curve at the inflection point (Figure 1).  Note that, as Y must be 

unitless, α and β must have the same units as the habitat suitability index, x. 
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The ideas presented in this paper are general and by no means restricted to the use of a 

particular functional relationship between environment and probability of occurrence. 

Nevertheless, the logit function is 

useful for simulation of artificial 

species because it gives clear 

control over how quickly and at 

what absolute value a species 

responds to an environmental 

gradient.  The value of α can be 

interpreted as the species sensitivity 

to the environmental gradient x or 

how gradual the species response is 

when the environmental variable 

changes. When α is very small relative to the range of habitat suitability values, x, present in 

the system, the logistic curve will resemble a threshold simulation strategy, with the species 

being absent if suitability, x, is less than β and present otherwise. On the contrary, if α is 

larger than the range of habitat suitability values present in the system, then the response 

curve will resemble a linearly increasing probability of occurrence (Figure A1.1). 

Intermediate values will give rise to curves that potentially more closely resemble real species 

behavior, for which certain environmental conditions are completely unacceptable for 

colonization, others are completely acceptable, and between the two there is a finite range of 

environmental conditions over which probability of occupancy varies significantly (Figure 1).  

Notice also that the realized distribution of environmental values within the 

distribution of the virtual species (i.e., where the virtual species is actually present) is the 

product of the distribution of the environmental variable and the shape of the response curve 
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(Figure A1.1).  Presuming that the environment is Gaussian, this combination can produce a 

range of species distributions in the environment, from more or less a Gaussian distribution 

(Figure A1.1f) to distributions that are significantly skewed (Figure A1.1a), particularly if the 

species response to the environment is approximately a threshold response.   

Converting the suitability value into a presence-absence matrix 

Let’s call pi the probability of occurrence, ranging from 0 to 1, of the artificial species 

at site i. If we use an arbitrary threshold to decide where the species is going to be found, no 

matter what the shape of the response curve is, the presence-absence matrix will be an “all or 

nothing” response. From here on we will call this a threshold species. Instead of that, we used 

a probabilistic approach with a comparison of a random number drawn from a uniform 

distribution between 0 and 1.  If a value less than pi is drawn, then the site is assumed 

occupied; otherwise, unoccupied. The numbers drawn over multiple virtual habitat 

realizations will be less than pi with 

frequency equal to pi.  

Species prevalence 

It is often useful and/or 

necessary to generate artificial 

species with a specific level of 

prevalence over the virtual habitat.  

When a single, fixed threshold is 

used, it is trivial to control for 

prevalence: one simply chooses the 

value of the threshold, β, so that the 

desired fraction of habitat 
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suitability values, x, are above the threshold, which can easily be accomplished by looking at 

the appropriate quantile in the environmental gradient. When habitat occupancy is given a 

truly probabilistic interpretation as with our proposed method above, controlling for 

prevalence in simulations is somewhat more complicated.  One must first distinguish between 

two concepts of prevalence: the theoretical value of prevalence for a given distribution of 

probability of occupancy, and the realized value of prevalence for a single virtual species 

simulation.  The theoretical prevalence for a given probability distribution is simply the mean 

over all sites of the probability of occupancy: 
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       Eq. A3
 

where N is the total number of sites.  This theoretical prevalence will differ from the realized 

prevalence for a single simulation due to random fluctuations, though differences are likely to 

be small for large sample sizes or for averages over multiple simulations. As such, multiple 

simulations are generally necessary to obtain mean results representative of the desired level 

of prevalence. 

 While theoretical prevalence is fundamentally linked to the value of β, it is also 

affected by species sensitivity to the environmental gradient, α.  For small values of α, 

theoretical prevalence will be very close to the quantile of suitability values, x, that β 

represents.  On the other hand, for values of α that are of the same order of magnitude as the 

range of habitat suitability values, theoretical prevalence will be a function of α and the 

distribution of habitat suitability values because a significant number of sites will have 

probabilities of occupancy different from 0 or 1.  In practice, to obtain a desired prevalence, it 

is necessary to first examine the functional dependence of prevalence on α and β, which can 

be done graphically. Below we show the relationship between α, β and prevalence for our 

Gaussian-distributed virtual landscape (Figure A1.2). 
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Prevalence for Logit applied to a variable that is distributed as a perfect Gaussian 

Although the relationship between α, β and prevalence can always be explored graphically, 

here we found useful to derive the theoretical relationship between these three properties of 

the virtual species when the virtual landscape is a perfect Gaussian. Imagine that we have a 

habitat whose habitat suitability values are a perfect Gaussian.  It has an infinite number of 

sites and the suitability values of these sites are distributed uniformly around a value of zero 

with a standard deviation of 1.  In this case, the fraction of samples that are between x and 

x+dx is given by: 

     Eq. A4 

Now presume that these suitability values are converted to probabilities using a logit:  

       Eq. A5 

The theoretical species prevalence for this species is the expectation value of this probability 

of occupancy: 

       Eq. A6 

In practice, this can easily be evaluated numerically (see Figure A1.2). 

 

 

Appendix 2: Deriving the theoretical expected values for different measures of performance 

based on predictions of presence-absence. 
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The performance statistics based on predictions of presences and absences are derived from a 

confusion matrix. This is a table that contrasts the number of observed presences and absences 

with the number of predicted presences and absences (Fielding & Bell, 1997): 

  Observed Values 

  Presence Absence 

Presence a b Predicted Values 

Absence c d 

 

where, for example, b represents the number of observed absences that are predicted to be 

presences by a given model.  Measures of performance such as sensitivity (success rate in 

predicting presences), specificity (success rate predicting absences), and Cohen’s Kappa 

(overall success predicting both presences and absences) are derived from this matrix (see 

Fielding & Bell, 1997 for further details).  

Below we detail how we can get the theoretically expected value for such a matrix when the 

model is perfect. Notice that this derivation is independent of what modeling strategy is used 

since we are assuming that we are using perfectly recovered probabilities of occurrence. It is 

therefore an expectation for ideal performance of any type of model.  

Theoretical confusion matrix for the “perfect” model 

Suppose that a species has a real probability distribution given by pi where i=1-N, N being the 

number of sites.  Ideally, a model of probability of occupancy as a function of the 

environment will simply reproduce the exact same probability distribution.  Suppose we have 

such a model and we apply a certain threshold, pT, to that model.  Then the distribution of 

presence-absences will be as follows: 

       Eq. A1 
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For a given site with probability of occupancy greater than pT, whether or not the “model” 

with the given threshold will have correctly predicted a presence will depend on the virtual 

species generated from the real probability distribution (which in this case is identical to the 

model).  However, on average, the model will have correctly predicted presence pi fraction of 

the time.  For example, if we set a threshold of 0.5, a site with a probability of occurrence of 

0.8 will be correctly predicted as a presence 8 out of 10 times, and incorrectly predicted as a 

presence 2 out of 10 times. Repeating this logic across sites and for different combinations of 

presences and absences, one can find all the elements of the confusion matrix for this 

“model”: 

 

This gives the theoretical confusion matrix for a given threshold. This matrix can then be 

numerically calculated for each threshold and used to calculate maximal thresholds for each 

index. 

Calculating AUC 

As with the other indices of model performance, the area under the receiver-operator curve 

(AUC) can also be calculated for a model that reproduces exactly the true species probability 

of occupancy.  AUC is simply the probability that a given randomly selected presence will 

have a higher predicted probability than a given randomly selected absence.  The probability 

that a randomly selected presence will have a suitability between x and x+dx is given by:  

        Eq. A2 

Similarly, the probability that a randomly selected absence will have suitability values 

between x and x+dx is given by: 
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The AUC is simply the average over all habitat suitability values, x, of the fraction of 

absences whose habitat suitability is below x multiplied by the fraction of presences above x.  

Numerically, this gives: 

     Eq. A3 

Presuming that P(x) has been appropriately normalized, this can be somewhat simplified to: 

     Eq. A4 

Again, this can be numerically evaluated for a given functional form for the probability of 

occupancy and a given distribution of habitat suitability values. 

 

 

Appendix 3 

Additional simulation results and estimations of the effect of sample bias on model fit.   

Simulation results for species prevalence of 0.2 
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Effects of sample bias on model predictions of probability of occupancy 

Simulation results show that model predictions of probability of occupancy are 

consistently biased towards the prevalence of the sample. For example, for a species whose 

true species prevalence is 0.2 and the value of α equal to 1.0, the predicted probability of 

occupancy for a sample of 1000 sites that has a sample prevalence of 0.5 is shifted to the left 

with respect to the true probability so that the model prediction of species prevalence is 0.44  

(Figure A3.2).  This shift in predicted prevalence towards the sample prevalence occurs in the 

model via modification of the value of β (from a true value of 1.65 to a value of 0.28 for this 

particular sample), the predicted value of α being essentially 1.0.   

The generality of this shift 

can be examined by considering the 

theoretically predicted “ideal” 

model for an infinitely large sample 

size that is consistently biased in 

sample prevalence. Suppose that we 

take a biased sample of a species 

that has a true species prevalence of 

.  The sample has prevalence .  

Supposing that the presences in the 

sample are randomly selected from 

the set of presences and the 

absences are randomly selected 

from the set of absences so that the distribution of each is only biased in number, but not with 

respect to the true distribution of each, then the distribution of presences in the sample is:  
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        Eq. A1 

where  is the probability of occupancy for an environment of value  (in this case given 

by a logit function) and  is the probability that a site will have environment value  (in 

this case given by a Gaussian).  Similarly the distribution of absences in the sample is given 

by:  

        Eq. A2 

An example is given in Figure 

A3.3.  

The log likelihood that a logit 

model, , for the 

probability of occupancy fits the 

sample data is given by:  

 

Eq. A3 

This function can be numerically integrated to calculate the log likelihood for this model and 

we can numerically find the minimum of this function to obtain optimal values of .  This 

will give the model that best represents the data for a sample that is very large (infinite) but 

consistently biased in the sample prevalence with respect to the true species prevalence.   

 

Using this formula, one finds that irrespective of sample size, the predicted probability 

of occupancy will always be biased towards the sample prevalence (Figure A3.4).  Therefore, 

the poor RMS differences between true and model probabilities of occupancy found in 
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simulation results (Figure 6) are not 

the result of model limitations 

related to insufficient sample size, 

but rather a fundamental bias due to 

sample prevalence not being the 

same as species prevalence.  As 

such, all modeling methods (e.g., 

GLM, BRT, etc.) that do not 

explicitly control for this bias are 

likely to produce the same result and poorly represent the true probability of occupancy.   

Though the value of α is consistently correctly predicted in our simulations no matter 

what the sample prevalence is, this result is likely to be sensitive to samples that are biased 

both in sample prevalence and in the spatial distribution of presences and absences. 

 

 


